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Objective

The objective of this project is to investigate and implement a method to compute a dense depth map from a pair of stereo intensity images. The camera's intrinsic and extrinsic parameters are known for the 2 intensity images.

Basic Idea

The computation of a dense depth map from a pair of stereo images generally consists of the following 3 steps: (1) rectification, (2) correspondence search, and (3) reconstruction.

Given a pair of stereo images, rectification determines a transformation of each image such that pairs of conjugate epipolar lines become collinear and parallel to the horizontal image axis. The importance of rectification is to reduce the correspondence problem to just 1-D search.

In the correspondence problem, we need to determine for each pixel in the left image, which pixel in the right image corresponds to it. Because a dense depth map is required, the search will be correlation-based. Since the images have been rectified, to find the correspondence of a pixel in the left image does not require a search in the whole right image. Instead, we just need to search on the same scanline in the right image. Due to different occlusion in the 2 images, some pixels do not have correspondences.

In the step of reconstruction, by triangulating each pixel and its correspondence, we can compute the depth at that pixel.

Implementation

In the implementation of computing the depth map from stereo pairs, I assumed the camera parameters as described in Section 2.4 and Section 7.3 of [1], but with no radial distortion. I use Matlab to implement the algorithms. Some of my Matlab code can be found in the Appendix.

Rectification

My implementation follows closely the description in Section 7.3.7 of [1]. After each rectification transformation is computed, a backward mapping is done from the target image to the source image. In this backward mapping, the source image is resampled using bilinear interpolation.

Correspondence search

I implemented the method described in [2]. For the correlation algorithm, the normalized SSD (sum of squared differences) is used. To detect occlusion, I have added the check for left-right consistency. An occlusion map is created to indicate whether a pixel in the left image is occluded in the right image. To improve correlation result in nonconstant-depth regions, we can use multiple window types. The window type most commonly used is the one with the reference pixel at the center of the window. Other window types have the reference pixel at different position on he edge of the window. The following shows some different window types.


Reconstruction

The reconstruction algorithm is described in Section 7.4 of [1]. For those pixels which do not have correspondences, they are assigned depths equal to the depth of the pixel that has the greatest depth.

Experiment and Results

Syntim Research Group at INRIA provides many indoor, outdoor and synthetic stereo images that can be readily downloaded from the web [8]. These images are accompanied with their camera parameters. CMU Calibrated Image Lab [9] also provides some calibrated stereo images with ground truth.

As my implementation of the rectification step was not working correctly, I had to use input images that were already rectified or needed no rectification. I used a pair of synthetic images from Syntim. The images were made smaller by resizing them to 192(144, and the camera parameters were adjusted appropriately. They were then passed to the correspondence search and reconstruction steps. Window of size 11(11 was used in the correspondence search, and only the pixel-at-center window type was used. The followings show the input images, correspondence map, occlusion map and the resulting depth map.
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Correspondence map
Occlusion map
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Depth map
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Each entry at  position (i, j) in the correspondence map contains the column number of the pixel in the right image that corresponds to the pixel at position (i, j) in the left image. Usually the values in the map increase gradually from left to right. The sudden very white points indicate false matches. Some of the black regions are actually regions that are occluded in the right image, and they correspond to the white regions in the occlusion map.

In the depth map, higher intensity indicates shorter distance to the camera. We can see from the 4 different intensities on the 4 coins. Many of the false matches (the very white regions in the depth map) result in positions that are behind the camera (negative z-value).

As the most basic program took very long time to compute the result, I was not able to experiment with larger window sizes and different window types. The time complexity of the basic correspondence algorithm is O(HW2w2) where H = image height, W = image width and w = window width.

Problems

The problem of false matches can be worsened when the input images have very little textures or the textures repeat too regularly in the image space. To reduce number of false matches in this case, we can use window that can change its size to adapt to local feature sizes [5]. When using real images, image noise can be another culprit causing the false matches. To reduce the effect of noise, we can smooth the input images before finding the correspondences. The aliasing artifacts introduced during the rectification steps can also increase the number of false matches.

Another problem is the large amount of computation required to find correspondences. This can be improved by using the method proposed in [6].
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Appendix

This appendix lists the source code of the essential functions (written in Matlab) used in this project.

rectify.m

function [rectL, rectR, newR] = rectify( imgL, imgR, R, T, ...

   










fL, u0L, v0L, auL, avL, ...

   










fR, u0R, v0R, auR, avR )

e1 = T ./ norm(T);

e2 = [ -T(2), T(1), 0 ]';

e2 = e2 ./ norm(e2);

e3 = cross( e1, e2 );

Rrect = [ e1'; e2'; e3' ];

RL = Rrect;

RR = R * Rrect;

newR = RR * RL';

[dimyL, dimxL] = size( imgL );

[dimyR, dimxR] = size( imgR );

newxL = zeros( dimyL, dimxL );

newyL = zeros( dimyL, dimxL );

for ximgL = 1 : dimxL,

   disp(ximgL);

   xL = ( fL / auL ) * ( ximgL - 1 - u0L );


for yimgL = 1 : dimyL,

   
yL = ( fL / avL ) * ( yimgL - 1 - v0L );

      pL = RL' * [ xL, yL, fL ]';

      pL = (fL/pL(3)) * pL;

      newxL( yimgL, ximgL ) = (pL(1)*auL/fL) + u0L + 1;

      newyL( yimgL, ximgL ) = (pL(2)*avL/fL) + v0L + 1;

   end

end

newxR = zeros( dimyR, dimxR );

newyR = zeros( dimyR, dimxR );

for ximgR = 1 : dimxR,

   disp(ximgR);

   xR = ( fR / auR ) * ( ximgR - 1 - u0R );


for yimgR = 1 : dimyR,

   
yR = ( fR / avR ) * ( yimgR - 1 - v0R );

      pR = RR' * [ xR, yR, fR ]';

      pR = (fR/pR(3)) * pR;

      newxR( yimgR, ximgR ) = (pR(1)*auR/fR) + u0R + 1;

      newyR( yimgR, ximgR ) = (pR(2)*avR/fR) + v0R + 1;

   end

end
rectL = bilinear_interp( imgL, newyL, newxL );

rectR = bilinear_interp( imgR, newyR, newxR );

function newimg = bilinear_interp( img, newY, newX )

%

% Bilinear interpolate the values of the 4 pixels nearest to 

% position ( newY(y,x), newX(y,x) ) in image img, and assign the
% interpolated value to newimg(y,x).

[ysize, xsize] = size( img );

newimg = zeros( ysize, xsize );

for y = 1:ysize

   for x = 1:xsize

      newy = newY(y, x);

      newx = newX(y, x);

      if newy >= 1 & newy <= ysize & newx >= 1 & newx <= xsize

         nw = img( floor( newy ), floor( newx ) );

         ne = img( floor( newy ), ceil( newx ) );

         sw = img( ceil( newy ), floor( newx ) );

         se = img( ceil( newy ), ceil( newx ) );

         if nw > 0 & ne > 0 & sw > 0 & se > 0

         
dy = newy - floor( newy );

         
dx = newx - floor( newx );

         
n = nw*(1-dy) + ne*dy;

         
s = sw*(1-dy) + se*dy;

          
newimg(y,x) = n*(1-dx) + s*dx;

          else
             newimg(y,x) = 0;

          end    

      end
   end

end
correspond.m

function [ corr, occ ] = correspond( imgL, imgR, wsize )

% imgL and imgR must have same size.

% wsize must be odd.

[ydim, xdim] = size( imgL );

corr = zeros( ydim, xdim );

occ = zeros( ydim, xdim );

wsize2 = floor( wsize / 2 );

for row = wsize : (ydim - wsize + 1),

   disp(row);

   for col = wsize : (xdim - wsize + 1),

      %disp(col);

      corrL = search( row, col, imgL, imgR, wsize );

      corrR = search( row, corrL, imgR, imgL, wsize );

      if corrR ~= col,

         occ(row, col) = 1;

      else

         corr(row, col) = corrL;

      end         

   end

end

return;

function corr = search( row, col, imgL, imgR, wsize )

wsize2 = floor( wsize / 2 );

[ydim, xdim] = size( imgL );

minSSD = realmax;

minColR = 0;

PL = imgL( (row-wsize2):(row+wsize2), (col-wsize2):(col+wsize2) );

SSL = sum( sum( PL.^2 ) );

for colR = wsize : (xdim - wsize + 1),

   PR = imgR( (row-wsize2):(row+wsize2), (colR-wsize2):(colR+wsize2) );

   SSR = sum( sum( PR.^2 ) );

   SSD = sum( sum( (PL - PR).^2 ) ) / sqrt( SSL * SSR );

   if SSD < minSSD,

      minSSD = SSD;

      minColR = colR;

   end
end

corr = minColR;   

reconstruct.m

function depth = reconstruct( corr, R, T, fL, u0L, v0L, auL, avL, ...

   







            fR, u0R, v0R, auR, avR )

[dimy, dimx] = size( corr );

depth = zeros( dimy, dimx );

for yimgL = 1 : dimy,

   disp(yimgL);

   yL = ( fL / avL ) * ( yimgL - 1 - v0L );

   yR = ( fR / avR ) * ( yimgL - 1 - v0R ); 

   for ximgL = 1 : dimx,

      ximgR = corr( yimgL, ximgL );

      if ximgR ~= 0, 

      
xL = ( fL / auL ) * ( ximgL - 1 - u0L );

      
pL = [ xL, yL, fL ]';

      
xR = ( fR / auR ) * ( ximgR - 1 - u0R );

      
pR = [ xR, yR, fR ]';

      
pL = pL ./ norm(pL);

      
pR = pR ./ norm(pR);

      
A = zeros(3,3);

      
A(:,1) = pL;

      
A(:,2) = -(R' * pR);

      
A(:,3) = cross( pL, R' * pR );

      
X = A \ T;

      
p = 0.5 * ( X(1)*pL + T + X(2)* R' * pR );

         depth( yimgL, ximgL ) = p(3);

      end

   end

end

m = max( max( depth ) );

depth( eq(depth,0) ) = m;
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